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Recent years have witnessed the rise of many successful e-commerce marketplace platforms like

the Amazon marketplace, AirBnB, Uber/Lyft, and Upwork, where a central platform mediates
economic transactions between buyers and sellers. A common feature of many of these two-sided

marketplaces is that the platform has full control over search and discovery, but prices are de-

termined by the buyers and sellers. We summarize our results from [Banerjee et al. 2017] where,
motivated by this application domain, we study the algorithmic aspects of market segmentation

via directed discovery in two-sided markets with endogenous prices. We consider a model where

an online platform knows each buyer/seller’s characteristics, and associated demand/supply elas-
ticities. Moreover, the platform can use discovery mechanisms (search, recommendation, etc.) to

control which buyers/sellers are visible to each other. We develop efficient algorithms for through-

put (i.e. volume of trade) and welfare maximization with provable guarantees under a variety of
assumptions on the demand and supply functions.
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General Terms: Economics, Market Design, Theory
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1. INTRODUCTION

Though markets are an ancient institution, they have been transformed in recent
years by the rise of online marketplaces. Many of today’s most important online
marketplaces are platforms with both buyers and sellers. These include market-
places for goods (Amazon, eBay, Etsy), and increasingly, for services: transporta-
tion (Lyft, Uber); physical and virtual work (Taskrabbit, Postmates, Upwork);
lodging (Airbnb); shipping and delivery (Google Express, Amazon Fresh, Shyp);
etc. Unlike traditional markets, these online platforms enable more fine-grained
monitoring of participants, and more detailed control via pricing, terms of trade,
visibility and directed search, information revelation and recommendation, etc. The
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challenge of harnessing this increase in data and control has led to a growing liter-
ature in the design of online marketplaces.

The focus of this work is on the role of directed discovery mechanisms in matching
demand and supply in modern online marketplaces. In particular, we consider
marketplaces exhibiting four characteristics:

i. Buyers/sellers are horizontally differentiated – each having heterogenous valua-
tions and preferences for matching with agents on the other side of the market.

ii. Each agent has a public type, i.e., a known list of characteristics. Agents’
valuations for different matches are independently distributed conditioned on
their public type.

iii. The platform has full control over directed discovery mechanisms – which sellers
(buyers) are visible to a buyer (seller) on the other side of the market.

iv. Transaction prices are endogenously determined by the agents, based on who
they are shown on the other side of the market.

These features are common in many online marketplaces. For example, in AirBnB,
although listing prices are set by the ‘hosts’ (i.e., sellers), the platform can control
which listings are visible to a ‘guest’ (i.e., buyer). Similarly in Upwork, the price
of a job is determined via negotiation between contractors (buyers) and freelancers
(sellers); the platform determines which job-postings are seen by which freelancers.
In all these settings, the platform knows the public types of agents, but is unaware
of their exact utility except in aggregate.

Techniques to segment buyers via direct control of prices are studied in economics
under the heading price discrimination. These techniques however do not extend
to the settings illustrated above, where direct price control is not allowed. This mo-
tivates developing a theory for search-based market segmentation, where a platform
can segment buyers and sellers in a market based on their types, but prices emerge
endogenously (via market clearing) based on which segments have access to each
other. We are interested in the algorithmic challenges of optimal segmentation of
marketplaces via directed-discovery.

2. MODEL

We now describe our formal model for studying search-based market segmentation.
Agent types and valuations: We consider non-atomic agents, where each arriv-
ing buyer/seller belongs to one of a finite number of demand and supply types. For
any demand-type i, a continuum of agents arrive at the marketplace at a rate di;
similarly, for any supply-type j, agents arrive at a rate sj . For any given price p,
the platform knows the fraction of arriving buyers/sellers of demand/supply type
willing to transact, which are encoded in the form of known supply and demand
curves for each type. In more detail: we assume that each buyer of type i has a
private reservation value for a transaction, drawn from a reservation-value distri-
bution Fi(·), and each seller of supply type j ∈ S has a private transaction cost
drawn from a reservation-cost distribution Fj(·). Consequently, if the transaction
price is set to p, then the rate of arrival of type-i buyers is given by the demand
curve di(1 − Fi(p)), and similarly, the rate of arrival of type-j sellers is given by
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the supply curve sjFj(p). The supply curves are non-decreasing, while the demand
curves are non-increasing.
Agent compatibility and directed discovery mechanisms: A buyer/seller’s
type also determines the set of compatible types on the other side of the market
(i.e., types of agents with whom she can transact). For instance, on Upwork, the
requirements of a job should be reasonably close to the skills of the freelancer; on
AirBnB, the desired location of a guest should be close to the location of the host’s
listing; and so on. We assume this information is given to the platform designer
in the form of an interaction graph, a bipartite graph between demand and supply
types with edges connecting compatible types.

The platform only controls which buyer/seller types have access to each other
in the marketplace; subsequently, transactions take place at endogenously defined
market-clearing prices. The algorithmic challenge faced by the platform designer is
to choose a bipartite visibility graph, i.e., any subgraph of the interaction graph, in
order to maximize a given objective. The platform can then be designed to ensure
that agents of a given buyer/seller types can only view compatible types which are
included in the visibility graph. The objectives we consider are throughput (i.e., rate
of successful matches), and welfare (i.e., social surplus generated by the matches);
the former is a proxy for revenue in settings where the platform receives a fixed
commission per match.

3. SUMMARY OF OUR RESULTS

In the above setting, we want efficient algorithms to choose visibility graphs that
(approximately) optimize throughput and welfare. Both objectives can be viewed
as set functions of the supply and demand types that are pooled together, and
we prove that even in very simple settings (in particular, for a complete bipartite
visibility graph), these functions are (approximately) super-additive. This presents
a significant technical hurdle, as, for such functions, obtaining even a coarse ap-
proximation of the maximum objective is NP-Hard. In fact, we prove that both
throughput and welfare are NP-Hard to approximate beyond a constant multi-
plicative factor.

In view of the above, our aim is to find properties of the supply and demand curves
that are plausible in practice, but moreover, admit polynomial-time approximation
algorithms. To this end, we show the following:

- For general supply and demand curves, we provide algorithms that obtain a
4 approximation to the optimal segmentation for throughput, and a 3.164 ap-
proximation for welfare.

- For concave supply and demand curves, we provide a simpler algorithm that
gets a 4 approximation for throughput and 8 approximation for welfare, and
moreover, is oblivious to the exact curves, only needing to know the maximum
supply or demand for each type.

- For identical and log-concave supply/demand curves, we provide a simple greedy
algorithm which improves the approximation ratio for throughput to 3.164.

- Finally, we show via simulations the efficacy of search-based segmentation
in markets, as compared to a natural full-access baseline, wherein supply is
matched to demand under the endogenously-determined uniform pricing.
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A key technique underlying all our results is a common structural characteriza-
tion: we show that for any interaction graphs and arbitrary demand and supply
curves, there exists a 2-approximate solution where each segment either contains
only one demand type or only one supply type. Using this result, we show that
the throughput (resp. welfare) functions become sub-additive (resp. submodular)
instead of being super-additive! This makes the problem tractable and amenable
to existing algorithms for sub-additive (resp. submodular) welfare maximization.

4. RELATED WORK AND CONCLUSION

Two-sided markets have a rich literature in Economics. There is a large body
of work on two-sided matching markets [Shapley and Shubik 1971; Azevedo and
Leshno 2014] where one/both sides of the market are assumed to be atomic, and
prices can be set per agent. In contrast, marketplace platforms typically deal with a
large mass of agents on both sides of the market, with market-clearing determining
the equilibrium prices. Algorithmically, this makes the segmentation problem NP-
Hard in our setting, while it is poly time if the price can depend on the match.

Our work is closer in spirit to price-theoretic models of two-sided markets with
non-atomic agents. Much of this work assumes however that prices can be set
for different sides of the market with the goal of getting agents to report their
types truthfully [Gomes and Pavan 2011], maximizing social surplus or revenue
of the platform [Weyl 2010], or modeling competing platforms [Armstrong 2006;
Rochet and Tirole 2003]. In contrast, we focus on search-based segmentation with
endogenous prices, where the platform only controls which type of users on either
side are visible to each other. This model is new to the best of our knowledge and
is a relevant model for two-sided platforms in diverse contexts.

On the other hand, search frictions in two-sided markets have also been widely
studied, in particular, in the context of labor markets [Diamond 1982; Rogerson
et al. 2005] and dating platforms [Halaburda et al. 2015]. In contrast to our work,
these models do not have prices, and instead, focus on how market segmentation
determines probability of discovery, which in turn can lead to larger welfare.

In terms of algorithmic techniques, partitioning items into sets in order to max-
imize welfare is a well-studied problem, with constant factor approximation algo-
rithms for subadditive [Feige 2009] and submodular [Nemhauser et al. 1978; Von-
drak 2008] welfare functions. Our functions are approximately super-additive, and
in general, partitioning is a computationally hard problem. There has been work on
developing good approximation algorithms for restricted classes of super-additive
functions [Feige et al. 2015; Abraham et al. 2012]; however, our functions do not
fall into these classes.

While our work is a first step in the algorithmic study of two-sided platforms
with non-atomic users, we list some open questions below:

- Complex constraints on pools: e.g., flow constraints in an electricity market
with generators and consumers [Bose et al. 2014].

- Incorporating heterogenous service-costs: Our work extends to handle certain
models for service costs; however handling general models of cost depending on
supply and demand types is an open problem.

- Posted prices with endogenous customer choice: An alternate setting is to set a
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price for each pool, and allow agents to selfishly choose their optimal pool. This
has applications in settings where each pool corresponds to a time interval, and
the platform matches riders and rides with the goal of minimizing congestion
(cf [Gomes and Pavan 2011; Besbes and Lobel 2015] for related models). Do
such settings admit to efficiently computable Walrasian equilibria?
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